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Abstract
Corporate climate transition plans detail how
companies intend to reduce their carbon foot-
print, but their unstructured and often incom-
plete nature limits assessments of whether dis-
closed actions are sufficiently concrete, quan-
tified, and consistent with stated emission-
reduction objectives. We analyze transition
plans from CDP by decomposing them into the
key information needed for such assessments:
disclosed mitigation measures, their imple-
mentation status, quantitative attributes, action
type, specificity, and organizational perime-
ter. Large language models achieve moder-
ate to strong performance across these tasks
(65–91% F1), enabling large-scale diagnostic
analysis of transition-plan disclosures. Our re-
sults show that the main bottleneck lies in the
disclosures themselves. Specifically, 80% of
transition plans contain at most two quantified
planned measures, and nearly 47% of proposed
actions are both generic and lack a specified
organizational perimeter. Firms also tend to
favor high-level targets, preparatory actions,
and energy-related measures over more struc-
tural business transformations. Overall, our
findings show that current transition-plan re-
porting often lacks the granularity needed to
assess whether disclosed actions are consistent
with stated emission-reduction targets.

1 Introduction

A decade after the Paris Agreement, a stark gap
persists between climate ambition and reality. As-
sessments by United Nations Environment Pro-
gramme (UNEP) (2024) indicate that current poli-
cies still put the world on a trajectory for well over
2°C of warming. To address this, thousands of
corporations and financial institutions have com-
mitted to net-zero targets by publishing transition
plans. These plans outline a company’s emission-
reduction goals and the concrete mitigation strate-
gies needed to achieve them. There is a growing in-
terest in Natural Language Processing (NLP) tools

to automate large-scale analysis of climate disclo-
sure (Calamai et al., 2025a). However, the main
obstacle to assessing corporate transition plans
is not only methodological. The poor quality of
transition-plan reporting is also limiting: CDP re-
ports that only a small fraction of companies dis-
closing a climate transition plan provide informa-
tion across all indicators used to assess credibility
(CDP Worldwide, 2024). This raises a critical ques-
tion: beyond acknowledging that reporting is in-
complete, what specific data is missing to properly
evaluate a transition plan’s credibility?

To answer this question, we analyze CDP transi-
tion plans by decomposing them into the informa-
tion needed to assess their disclosure evaluability:
the mitigation measures they disclose, their imple-
mentation status, specificity, type, perimeter, and
quantitative attributes. This decomposition allows
us to diagnose where credibility assessment breaks
down: whether plans lack concrete actions, rely on
preparatory measures, remain too generic, or omit
the quantitative information needed to estimate
their contribution to stated emissions-reduction tar-
gets. We operationalize this decomposition through
six measure-level extraction and classification tasks
and apply the resulting LLM-based classifiers to
CDP transition plans from 2023 and 2024. This
design allows us to distinguish whether the bottle-
neck lies in the performance of automated methods
or in the lack of specific, quantified, and actionable
information in the disclosures themselves.

Contributions. Our contributions are threefold.
First, we introduce a bottom-up taxonomy of miti-
gation measures in corporate transition plans, dis-
tinguishing measures with a direct emissions im-
pact from enabling or preparatory measures such
as targets, studies, and strategy development. Sec-
ond, we define six measure-level extraction and
classification tasks and manually annotate task-
specific evaluation datasets, allowing us to evaluate
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SOTA open- and closed-source LLMs. Third, we
apply the resulting models to 2,283 CDP transition-
plan entries across 2023 and 2024, extracting over
15,000 mitigation measures, and use a bootstrap-
based uncertainty propagation procedure to account
for measurement error from imperfect model pre-
dictions. This provides a large-scale empirical di-
agnosis of what current climate disclosures contain
and what they omit.

Findings. We demonstrate that Large Language
Models (LLMs) can effectively extract and clas-
sify complex climate disclosure data, achieving a
performance between 65.4% and 91.1%. Apply-
ing these models shows that the main bottleneck
for transition-plan credibility assessment lies in
the disclosures themselves rather than only in the
availability of automated analysis methods. Specif-
ically, 80% of transition plans contain at most two
quantified measures, and nearly 47% of proposed
actions are too generic to evaluate their climate im-
pact. Firms largely favor high-level targets and su-
perficial energy modifications over concrete emis-
sions reductions and structural business transfor-
mations, a trend consistent with the carbon lock-in
phenomenon (Tan and Chen, 2025). Finally, we
find that reporting standards are driven more by
regional pressures than industry sector, with Eu-
ropean firms providing significantly more detailed
plans than their US and Japanese counterparts.

The datasets, prompts, and scripts
used in this study are publicly available
at https://gitlab.inria.fr/cedar/
transition-plan-evaluability.

2 Related work

Guidelines and legislation for the disclosure of
transition plans. The landscape of corporate cli-
mate disclosure has transitioned from early vol-
untary frameworks, such as the Global Reporting
Initiative (2023) and the Task Force on Climate-
related Financial Disclosures (2022) (TCFD), to-
ward increasingly mandatory and harmonized
global standards, most notably the European Sus-
tainability Reporting Standards (ESRS) (United
Nations Environment Programme Finance Initia-
tive, 2024). These regulatory advancements are
supported by standardized non-mandatory initia-
tives like the Carbon Disclosure Project (CDP),
widely adopted by companies, which has high in-
teroperability with ESRS (CDP, 2024).

Guidelines for assessing the credibility of corpo-
rate transition plans. In 2023, only 25% of com-
panies said they had a 1.5-degree aligned climate
transition plan, while only 2% were disclosing all
21 indicators proposed by CDP (CDP Worldwide,
2024). The Climateworks Centre created a guide
to assess credibility that encompasses several cri-
teria (Mills et al., 2025), with one of them being
feasibility, i.e., specific, feasible, and measurable
emissions reduction actions. Other such frame-
works are the ACT methodology (ACT Initiative,
2023), the Corporate Climate Responsibility Moni-
tor methodology (NewClimate Institute, 2025), and
the European Commission Joint Research Centre
Credibility Assessment Tools (Pickard Garcia et al.,
2024). Our work is complementary to these frame-
works: Rather than scoring transition plans against
predefined disclosure indicators or qualitative crite-
ria, we operate at the level of individual mitigation
measures disclosed in transition plans. Using NLP,
we extract and structure quantified mitigation ac-
tions and their characteristics. This enables us to as-
sess a core credibility principle emphasized across
all major frameworks, the credibility and internal
consistency of the action plan in a bottom-up, data-
driven manner. Closest to our work, Lewandowski
and Ullrich (2023) derived a mitigation taxonomy
from scientific literature. In contrast, our taxonomy
was developed bottom-up from CDP disclosures
to better reflect real-world reporting and enable au-
tomated credibility assessments. Structurally, our
framework distinguishes direct from indirect mit-
igation actions, and treats organizational perime-
ters separately from action types. Finally, while
their taxonomy is designed to structure company
surveys, we apply ours to automatically annotate
large-scale CDP disclosures.

Automatic evaluation of credibility. Bingler
et al. (2022) examine whether the introduction
of the TCFD recommendations was associated
with changes in firms’ climate reporting. Cole-
santi Senni et al. (2025) use LLMs to detect the
presence of disclosure indicators in transition plans.
Unlike our approach, however, they do not evaluate
whether these disclosed actions quantitatively align
with the firm’s emissions-reduction targets. More
closely aligned to our work is the specificity task
of Bingler et al. (2024), which identifies paragraphs
that contain detailed performance information, de-
tailed actions, or concrete targets. Our work goes
deeper by decomposing the plan into measures, and
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then for each measure, extracting quantifiable infor-
mation that can be used to assess the impact of the
measure on the carbon footprint of a company. ML-
Promise (Seki et al., 2025) also addresses corporate
credibility in ESG reports through promise verifi-
cation, by identifying promises, linking them to
actionable evidence, and assessing the clarity of the
promise–evidence pair. In contrast, our framework
focuses specifically on climate transition plans and
operates at the mitigation-measure level, extracting
the quantitative and structural information needed
to diagnose whether stated emission-reduction tar-
gets can be assessed from disclosed actions.

3 Problem statement

In this work, we focus on corporate transition plans,
which are documents detailing the strategy and
resource allocation of companies to reduce their
carbon footprint. One of the main components of a
transition plan are mitigation measures.

Definition 3.1. Climate change mitigation is an
action that limits emissions of greenhouse gases
(GHGs) from entering the atmosphere and/or re-
duces their levels in the atmosphere. Mitigation
includes reducing the GHGs emitted from energy
production and use (e.g., that reduces use of fossil
fuels), and land use, and methods to mitigate warm-
ing, for example, by carbon sinks which remove
emissions from the atmosphere through land-use
or other mechanisms. (IPCC, 2022)

We propose a taxonomy for mitigation measures
containing 48 unique labels, organized hierarchi-
cally. We describe this taxonomy and its design
process in detail in Appendix A.

Given the transition plan of a company, we de-
fine 6 tasks (Figure 1): T1: extract all mitigation
measures from the plan; T2: classify each measure
into its implementation status (implemented, ongo-
ing, or considered); T3: extract for each measure
the associated quantity (metric tons of CO2 equiv-
alent, financial amounts, counts of affected units,
share of the company’s total emissions, etc.); T4
classify each measure into our taxonomy; T5 clas-
sify each measure as either unspecific (it merely
reformulates the class definition, possibly using
synonyms) or as specific (specifying concrete im-
plementation means, actions, technologies, or op-
erational steps); T6 classify whether the measure
targets an organizational perimeter (e.g., buildings,
fleet, operations, production sites) or not.

The tasks T5 and T6 are orthogonal: A measure

can be unspecific, but targeted to an organizational
perimeter, and vice versa. In the ideal case, a mea-
sure is both specific and targeted.

The United Nations High-Level Expert Group
on the Net-Zero Emissions Commitments of Non-
State Entities (2022) recommends that non-state
entities should “demonstrate how specific actions
across all parts of the non-state actors’ value chain
will meet near-, medium- and long-term targets”.
However, before any external auditor or analyst can
evaluate the feasibility or sufficiency of a plan (i.e.,
its credibility), the text itself must meet a basic
threshold of information completeness. We define
this prerequisite as disclosure evaluability:

Definition 3.2. A transition plan is evaluable if its
proposed mitigation measures are disclosed with
sufficient granularity: specifically, containing con-
crete actions, organizational perimeters, and quan-
tified emission impacts, to allow independent as-
sessment of their alignment with stated targets.

Currently, determining this evaluability at scale
is a major challenge due to the unstructured and
highly narrative nature of corporate disclosures
(CDP Worldwide, 2024). This raises a critical ques-
tion for the NLP community: beyond the broad
observation that reporting is incomplete, how
can we systematically measure exactly what in-
formation is missing? To address this, we reframe
the problem from assessing the climate impact of
the plans to diagnosing their structural bottlenecks.
We utilize Tasks 1–6 to systematically measure dis-
closure evaluability. By decomposing the text into
its core semantic components (action type, imple-
mentation status, specificity, perimeter, and quan-
tification), our framework provides a precise, au-
tomated diagnosis of whether disclosures provide
actionable data or merely rely on vague, unquanti-
fied narratives.

4 Dataset creation

Data Source. We use the CDP 2024 dataset, fo-
cusing on MSCI World Index companies due to
budget constraints. We restrict our analysis to on-
going emission targets that include Scope 1 and/or
Scope 2 emissions. Thus, we exclude targets cov-
ering only Scope 3 emissions, due to their lower
reporting accuracy and heavy reliance on estima-
tion (Woszczek et al., 2025), while retaining mixed-
scope targets such as Scope 1+2+3 or Scope 2+3.
This filtering yields 1,102 entries (992 unique plans
across 731 organizations). For each, we extract



upgraded its office lighting
to energy-efficient LEDs

installing a 5 MW solar
power system,

electrifying its corporate
vehicle fleet

T1. Extraction

3.1.1 Use more efficient 
equipment

3.3.2 Install Renewable 
Energy Source

3.2.1 Electrification

Reporting Act/Ongoing Consider

In 2023, the company has upgraded its office lighting to energy-efficient LEDs. It is also
installing a 5 MW solar power system, expected to generate 6,200 MWh per year. Additionally,
the company consider electrifying its corporate vehicle fleet over the coming years.

Energy/Capacity: “5MW, 
6,200 MWh/year”

More detailedMore detailed Reformulation

Yes (Company fleet)NoYes (Office)

Input Plan:

T3. Quantitative 
attributes

T5. Specificity

T4. Classification

T6. Perimeter

T2. Implementation

Figure 1: Example of the different task input, and the final structured output on a toy example.

the free-text “Plan to reach the target” field from
Question 7.53.1. Because transition plans are re-
ported at the target level and companies may reuse
the same plan text across targets, plans associated
with Scope 1 or Scope 2 targets can also describe
measures primarily affecting Scope 3. We retain
these measures and classify them at the same level
of granularity as other mitigation measures, ensur-
ing a consistent classification methodology. Ap-
plying identical target-selection criteria, we also
include 1,181 entries from CDP 2023 for compari-
son, bringing the total to 2,283 entries.

4.1 Manual annotation

We manually annotated task-specific test sets (T1:
713 measures, T2: 141, T3: 52, T4: 789, T5: 321,
T6: 321), using targeted sampling to ensure bal-
anced class distributions (Appendix B). Table 1
reports almost perfect inter-annotator agreement
(IAA) for extraction (T1, T3), substantial for status
(T2), and moderate for T4, T5, and T6: competi-
tive results for subjective climate NLP tasks (Cala-
mai et al., 2025b). The moderate IAA in T4 stems
directly from its 48 fine-grained labels. Disagree-
ments largely involved related hierarchical classes
or ambiguous labels (e.g., Unspecified) and were
resolved via a reconciliation phase that allowed
multiple valid labels where interpretations over-
lapped. This design was chosen to maximize the
occurrence of the different classes for each task; us-
ing a single common subset would have produced
largely imbalanced test sets.

Task Cohen’s κ Support

Extraction (T1) 0.8154 5386
Impl. Status (T2) 0.6571 132
Quant. Attributes (T3) 0.8730 52
Classification (T4) 0.5742 303
Specificity (T5) 0.6283 206
Perimeter (T6) 0.6032 102

Table 1: Inter-annotator agreements (support: tokens for
extraction, measures otherwise).

4.2 Automated annotation
We annotate the other documents in our corpus by
help of LLMs.

Models. We used GPT-5 (low and medium rea-
soning effort), GPT-5 mini (medium reasoning ef-
fort), Mistral Large 3 (675B), Mistral Small 3.2
(24B), Ministral 3 (14B), Qwen 3 (32B), MiniMax
M2.1 (229B), and Gemma 3 (12B) IT. Models’
parameters are detailed in Appendix D.1.

Prompts. We perform the different tasks indepen-
dently instead of using a single multi-task prompt.
This choice is motivated by the fact that aggregat-
ing all subtasks into one prompt would substan-
tially increase prompt length and introduce infor-
mation that is irrelevant to each individual predic-
tion. LLMs can be distracted by irrelevant context
(Shi et al., 2023) and may lose information in the
middle of longer prompts, leading to lower per-
formance (Liu et al., 2024; Hosseini et al., 2025).
This setup isolates task-specific performance, mak-
ing the resulting error estimates usable for task-
specific confidence intervals in the downstream



analysis. The high-level guidelines are listed in
Appendix B.1 for extraction (T1) and classifica-
tion (T4), Appendix B.2 for implementation status
(T2), Appendix B.3 for quantifying attributes (T3),
and finally in Appendix B.4 for specificity (T5)
and perimeter (T6). The full prompts are available
with our code in our repository. For extraction
(T1), the model is provided with the full text from
the “Plan to reach target” question. For the other
tasks (T2–T6), the model receives the individual
measure with the excerpt from the plan. For extrac-
tion (T1) and classification (T4), we also provide
the full taxonomy with a description of each cate-
gory. For quantifying attributes (T3), we provide
the list of all other measures extracted from the
same plan. Finally, we specify the expected output
structure using the format instructions provided by
the PydanticOutputParser from LangChain.

Upper bound. The upper bound of the model
performance is computed as follows: each annota-
tor is considered as the model and compared to the
reconciled gold standard. The baseline is then the
averaged F1-score.

Baselines. We use TF-IDF as a simple learned
baseline for the classification tasks (T2, T4, T5,
T6). We use GPT-5 to annotate all plans from com-
panies not present in the test set. These annotations
serve as training data for the TF-IDF classifiers,
which are evaluated on the human-annotated test
set containing only unseen companies. The result-
ing training datasets contain 6,437 measures for
measure classification, 6,920 for implementation
status, 7,099 for quantity extraction, and 7,112 for
specificity and perimeter.

For measure extraction (T1), we use sentence
splitting as a naive baseline: each plan is split into
sentences, which are proposed as measures. A
sentence-level TF-IDF filtering baseline performed
poorly (Appendix D.2). Since sentence splitting
cannot distinguish multiple measures within a sin-
gle sentence, we also use a linear-chain condi-
tional random field (CRF) span extractor, a stan-
dard lightweight approach to token-level sequence
labeling (Lafferty et al., 2001). We train the CRF
on GPT-5-generated annotations of plans from com-
panies not included in the test set.

Automated annotation quality. For the extrac-
tions tasks T1 and T3, we used LLM as a judge to
determine if a model extraction matched the gold
extraction (Li et al., 2024). For T4, we used a

hierarchical version of the F1 macro (hF1) score
described in Appendix C to account for the close-
ness of labels in the hierarchical taxonomy. For
all the other tasks, we report the standard macro
F1-score. Confidence intervals were estimated us-
ing non-parametric bootstrap resampling (Efron,
1979; Dror et al., 2018). Specifically, we repeat-
edly sampled plans or measures with replacement
and recomputed the F1-score to obtain the empir-
ical distribution from which the 95% percentile
interval was derived.

Table 2 summarizes model performance across
all tasks. For T1, most models exceed 80% F1,
with GPT-5 reaching 91.1%. While a strong
sentence-splitter baseline reflects the high density
of self-contained measures in CDP texts, LLMs out-
perform it by effectively filtering context and han-
dling nested or multi-sentence edge cases. For T2,
Mistral Large (81.9%) and GPT-5 (81.7%) signifi-
cantly beat the TF-IDF baseline (56.6%), while for
T3, GPT-5 achieves a top F1-score of 87.1%. Per-
formance is naturally lower for T4’s 48-class taxon-
omy, where GPT-5 and GPT-5 mini achieve ∼65%
hF1. However, this represents 83% of the human
upper bound (78.8%) and vastly exceeds the 9.4%
random baseline, with macro-averages dragged
down primarily by rare classes (Appendix D.3). For
T5 and T6, LLMs score up to 81.8% and 83.0% F1,
though competitive TF-IDF baselines suggest these
tasks are largely keyword-driven. Overall, these re-
sults indicate that LLMs achieve sufficiently strong
performance across tasks to support large-scale au-
tomated annotation of transition plans.

5 Insights from CDP disclosures

We use the structured outputs of our pipeline to
diagnose which information is available in transi-
tion plans and which information is missing for
evaluability assessment. We organize the analysis
around six questions: how many measures plans
contain, whether these measures are quantified,
what types of actions companies report, whether
reporting differs by country or sector, whether mea-
sures are specific and localized within the organi-
zation, and whether reporting improved between
2023 and 2024.

5.1 Uncertainty Estimation

In what follows, we are interested in counting mea-
sures with certain properties in our dataset (e.g.,
counting the number of measures of a certain cat-
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Model T1 Extraction T2 Implemen-
tation status

T3 Quantita-
tive attributes

T4 Classifica-
tion

T5 Specificity T6 Perimeter

GPT-5 (medium) 91.1 (89.6-92.7) 81.7 (71.4-89.6) 87.1 (67.7-95.4) 65.1 (62.0-69.8) 81.8 (76.5-86.8) 83.0 (77.9-87.8)
GPT-5 (low) 90.1 (88.1-92.0) 78.6 (68.3-87.3) 84.6 (66.7-93.7) 65.0 (61.7-69.8) 80.4 (75.1-85.6) 83.0 (77.7-87.9)
GPT-5 mini 87.1 (85.2-88.9) 71.3 (58.9-81.4) 66.3 (50.1-77.8) 65.4 (62.7-70.2) 77.1 (71.4-82.7) 75.9 (69.9-81.5)
Mistral Large 3 80.9 (78.5-83.4) 81.9 (71.2-89.9) 73.1 (57.9-83.4) 56.8 (53.1-60.9) 73.7 (67.7-79.9) 76.5 (70.7-82.2)
Mistral Small 3.2 82.2 (79.8-84.4) 78.9 (68.6-88.0) 73.0 (56.0-84.5) 59.2 (55.2-63.0) 75.2 (69.2-80.9) 77.3 (71.4-83.1)
Ministral 3 80.9 (78.3-83.7) 81.5 (70.6-90.1) 76.4 (59.6-87.9) 61.5 (56.9-64.2) 76.3 (70.4-82.1) 77.0 (71.3-82.6)
Qwen 3 78.4 (74.3-81.8) 75.0 (63.0-84.1) 67.6 (52.3-78.1) 60.9 (57.2-64.9) 73.1 (66.4-78.8) 79.6 (73.7-84.8)
MiniMax M2.1 77.0 (73.0-81.0) 78.7 (69.1-87.2) 65.4 (49.3-76.6) 62.7 (59.4-67.3) 71.4 (65.0-77.7) 81.0 (75.6-85.9)
Gemma 3 IT 76.3 (73.7-79.2) 67.3 (55.5-77.8) 54.7 (39.5-66.1) 21.7 (17.7-24.7) 71.3 (64.9-77.3) 75.0 (68.8-80.9)

Baselines

Annotators 95.2 (91.9-97.9) 89.1 (78.0-97.0) 94.3 (78.8-100) 78.8 (73.1-83.7) 90.6 (79.7-98.8) 90.0 (73.1-100)

Simple1 69.2 (66.4-72.0) 56.6 (45.7-66.6) – 49.2 (45.9-52.7) 74.5 (68.4 -80.4) 78.6 (73.2-84.1)

Naive2 51.6 (47.8-55.3) 33.3 (26.0-42.7) 8.7 (3.1-13.9) 9.4 (7.8-10.2) 49.2 (43.5-54.7) 52.2 (46.6-57.6)

Table 2: Unified evaluation across the full pipeline. 1 Simple corresponds to the CRF baseline for T1 and TF-IDF
for T2-6. 2 Naive corresponds to the sentence splitter baseline for T1, and random baselines T2-6. All scores are
macro F1 with bootstrap percentile 95% confidence interval.

egory of our taxonomy). Since model predictions
are imperfect, the number of measures that we ex-
tracted is a biased estimate of the true number. We
therefore compute an adjusted estimator based on
the precision and recall of the extraction, follow-
ing the literature on quantification and adjusted
classify-and-count methods (Castaño et al., 2024;
Moreo et al., 2021; Gonz’alez et al., 2023). For ex-
ample, if we extract from a sample S MS measures,
and if the model has a precision p and a recall r,
then the adjusted count M̂S is

M̂S(p, r) =
p

r
MS .

When performing multiple classifications, we con-
sider each classification as independent, and there-
fore compute the combined precision (or recall) as
pcombined = Πtaskptask.

As precision and recall are measured on a fi-
nite test set, they are observations of underlying
random variables rather than fixed point estimates
(Yacouby and Axman, 2020). To account for the
uncertainty in the true value or p and r, as well
as sampling variability in the corpus, we perform
a bootstrap-based uncertainty propagation proce-
dure, as follows. We construct a list of plausible
counts by doing the following steps N = 1000
times:

1. We sample with replacement on the manually
annotated dataset, and we compute precision
pi and recall ri.

2. We sample with replacement on the automati-
cally annotated dataset, obtaining the corpus
C, on which we compute the measure count
MC , and then the adjusted count M̂C(pi, ri).

From the list of adjusted counts, we can compute
the 95% confidence interval. In the following tables
we report adjusted estimates and confidence inter-
val. Detailed results can be found in Appendix E.

5.2 Insights

Number of measures (T1, T2). Table 3 summa-
rizes the measures extracted by GPT-5 (our top
model) across 1,102 CDP 2024 transition-plan en-
tries. Despite targeting large multinational corpora-
tions, these disclosures are notably brief. The me-
dian plan contains only 4 planned measures, with
just one exceeding 25. This indicates that com-
panies generally outline broad, high-level transi-
tion strategies rather than detailed implementation
roadmaps. In the following, we further distinguish
whether measures are quantified, specific, opera-
tional, and associated with a clear organizational
perimeter.

Quantitative attributes (T3). As Table 4 shows,
plans average 1.86 quantified measures. How-
ever, excluding targets and already implemented ac-
tions leaves only 0.77 planned quantified measures
per plan, with 80% of plans containing at most
two. Furthermore, many remaining quantities re-
flect broad commitments (e.g., “100% renewable”)
rather than precise emission reduction estimates.
Consequently, most measures lack the data neces-
sary to assess their future carbon impact. Notably,
implemented actions are quantified twice as often
as ongoing ones and four times as often for tCO2
amounts (Table 13, Appendix E). This disparity
likely reflects the ease of retrospective measure-



Total Per Org.

Transition plans entries 1,102 1.51
CI 1.45–1.57

Total Per Plan

Measures 8,480 7.70
CI 8,024–9,019 7.28–8.18

Reported measures 1,482 1.34
CI 1,056–1,954 0.96–1.77

Considered measures 484 0.44
CI 295–908 0.27–0.82

Ongoing measures 6,209 5.63
CI 5,657–6,839 5.13–6.21

Median ongoing measures – 4
CI 4–5

Table 3: Plans and measures in CDP 2024

ment and a corporate preference to maintain flexi-
bility by keeping future commitments qualitative
(Eisenberg, 1984).

Total Per Plan

Measures with quantitative
attributes

2,050 1.86

CI 1,791–2,328 1.63–2.11

Planned quantified measures,
excluding targets and imple-
mented measures

844 0.77

CI 644–1,064 0.58–0.97

80th percentile

Planned quantified measures,
excluding targets and imple-
mented measures

2

CI 1–2

Table 4: Quantified measures in CDP 2024

Categories of the measures (T4). Mitigation
measures are heavily concentrated (Table 5), with
targets and commitments, renewable electricity
sourcing and installation, electrification or fuel
switching, and energy efficiency improvements
comprising 60.91% of all measures from just 24.4%
of the taxonomy. While this pattern aligns with rec-
ognized decarbonization pathways (Amin et al.,
2025; IEA, 2021), the data exposes major quali-
tative limits. Many measures represent vague or
preparatory actions, such as conducting studies,
developing strategies, or mentioning unspecified
projects, rather than concrete operational changes.
Meanwhile, significant business-model shifts, like
product discontinuation, are notably rare, suggest-
ing “carbon lock-in”, where existing investments
in carbon-intensive assets constrain a firm’s ability
to transition, as well as broader path dependence

in corporate strategy (Tan and Chen, 2025; Brekke
et al., 2024).

Total CI

Targets and commitments 960 749–1,271

Sourcing renewables 1,052 881–1,301
Installing renewables 534 395–727
Improve energy mix 360 238–523

Electrification 457 381–533
Switching to renewable fuel 238 180–523
Switching energy sources 112 62–191

Energy efficiency 672 515–843
More efficient equipment 522 390–742
Automatic control of energy 192 131–279
Manual control of energy 67 38–110

Study 388 247–544
Working on a strategy 410 216–774
Unspecified 228 142–335

Share CI

Main recurring categories 60.91% 57.17–66.50%

Table 5: Top mitigation categories in CDP 2024, de-
faulting to parent labels when sub-categories cannot be
identified

Per sector and country (T1, T2, T3). We as-
sessed transition plan detail (measures per plan)
across sectors and countries using ANOVA and
Kruskal-Wallis tests (Table 6). While we found no
significant differences across sectors (p > 0.05),
country-level variations are highly significant (p <
0.05). US and Japanese firms average fewer mea-
sures (7.04 and 6.26) than those in the UK (9.91),
Switzerland (11.42), and France (11.56). US com-
panies also disclose more “considered” actions
and fewer quantified ones (Appendix E.2). Con-
sistent with prior CDP reports (CDP Worldwide,
2024), this gap likely stems from regulatory differ-
ences: the EU imposes rigorous disclosure man-
dates (CSRD, CSDDD) (EU, 2022, 2024; Bichet
et al., 2024), while US climate reporting faces on-
going political and legal friction (SEC, 2025).

Specificity and perimeter (T5, T6). Tasks T5
and T6 evaluate whether disclosed measures pro-
vide concrete implementation details and whether
they specify the organizational perimeter to which
the measure applies. As shown in Table 7, 62.47%
of measures are formulated generically, meaning
that they restate a broad mitigation action category
without describing a specific implementation mech-
anism, technology, or operational action. In addi-
tion, 70.33% of measures do not specify the orga-
nizational perimeter. Combining both dimensions,



Result p-value

Sector differences Non-sign. p > 0.05
Country differences Significant p < 0.05

Measures per plan CI

USA 7.04 6.50–7.64
Japan 6.26 5.72–6.88
UK 9.91 8.28–11.71
France 11.56 9.95–13.38
Switzerland 11.42 9.51–13.41

Table 6: Transition plan detail by sector and country.
Significance is tested via ANOVA and Kruskal-Wallis;
country values denote average measures per plan.

46.96% of measures are both generic and lack a
specified perimeter. These measures, therefore, pro-
vide only a broad action type, without clarifying
how the measure will be implemented or where it
applies within the organization. For example “Re-
newable energy; internal alignment on procurement
strategy for 2024 and 2025” is the entire transition
plan from a company. In this example, the mea-
sures are simply generic categories.

Share CI

Generic formulation 62.47% 56.20–70.29%
No organizational
perimeter

70.33% 62.51–79.41%

Generic formulation
and no perimeter

46.96% 40.64–54.77%

Table 7: Specificity and organizational perimeter in
CDP 2024. Generic formulations lack specific imple-
mentation details.

Comparison between 2023 and 2024 (T1, T2).
As shown in Table 8, 580 organizations appear in
both the 2023 and 2024 datasets. At the aggregate
level, we do not observe a significant change in the
number of plans reported per organization, which
remains stable between 2023 and 2024. The same
pattern holds for the level of detail: the average
number of measures per plan is 8.15 in 2023 and
8.00 in 2024, while the number of planned mea-
sures per plan remains similarly stable.

This suggests that there is no general trend to-
ward more or less detailed transition plans between
2023 and 2024. However, aggregate stability does
not imply that individual companies did not change
their disclosures. Rather, increases and decreases
largely offset each other. For instance, 14.31% of
companies increased the number of reported plans,
while 10.17% decreased it. Similarly, 36.78% of
companies increased the level of detail in their

plans, whereas 34.01% reduced it.

Value CI

Organizations in both years 580 –

Plans per organization

2023 1.53 1.46–1.60
2024 1.57 1.51–1.65

Measures per plan

2023 8.15 7.58–8.71
2024 8.00 7.45–8.54

Planned measures per plan

2023 5.72 5.15–6.36
2024 5.86 5.26–6.45

Share CI

Companies increasing num-
ber of plans

14.31% 11.55–17.07%

Companies decreasing num-
ber of plans

10.17% 7.59–12.41%

Companies increasing level
of detail

36.78% 33.43–39.71%

Companies decreasing level
of detail

34.01% 31.23–37.39%

Table 8: Comparison of transition plan characteristics
between 2023 and 2024 for organizations appearing in
both years.

Disclosure Evaluability. Overall, these findings
suggest that the main barrier to evaluability assess-
ment is the limited informational content of cur-
rent transition-plan disclosures, hence they are not
evaluable. The plans are relatively short, with a me-
dian of only four planned mitigation measures, and
they rarely provide useful quantitative information:
80% of plans contain at most two planned quanti-
fied measures after excluding targets and already
implemented actions. Moreover, a large share of
measures remain too generic to support impact esti-
mation, with 62.47% of measures formulated gener-
ically, 70.33% lacking an organizational perimeter,
and 46.96% combining both limitations. To further
explore this bottleneck, we conducted additional
assessments (detailed in Appendix F). We found
that when using only explicitly disclosed emission-
reduction quantities, only 42 plans contain enough
information to attempt an end-to-end assessment,
and only 9 appear sufficient to reach their stated
target, including 5 for which the target had already
been achieved. When instead trying to infer miss-
ing impacts by mapping measures to company ac-
tivities, GPT-5 flagged 89.5% of measure–activity
pairs as too vague to estimate reliably. These re-
sults show that, under current disclosure practices,



the task is not primarily limited by the NLP pipeline
but by the absence of sufficiently specific, quanti-
fied, and localized information in disclosures.

6 Conclusion

In this paper, we analyzed corporate transition
plans by decomposing them into the information
needed to assess their credibility. Our results show
that LLMs can extract and structure this informa-
tion reliably enough for large-scale diagnostic anal-
ysis. However, the main bottleneck lies in the dis-
closures themselves: most plans remain too high-
level, generic, or insufficiently quantified to assess
whether their measures are consistent with stated
emissions-reduction targets. These findings high-
light the need for more granular, standardized, and
quantitatively explicit climate disclosures.
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Limitations

Our framework evaluates the evaluability of tran-
sition plans based on the information disclosed in
the plan text. As a result, the analysis reflects the
level of detail and transparency of CDP disclosures
rather than the actual decarbonization performance
of companies. Some CDP responses contain in-
complete statements, refer to external documents
such as corporate websites, or include grammatical
errors and unclear formulations. This highlights
the quality issues often found in free-form text in
voluntary disclosures.

The study excludes targets covering only
Scope 3 emissions, while retaining targets that in-
clude Scope 1 and/or Scope 2, including mixed-
scope targets. Consequently, plans dedicated exclu-
sively to Scope 3 are not represented, which may
limit the completeness of the analysis in sectors
where Scope 3 emissions are substantial. In addi-
tion, our approach evaluates the evaluability of the
transition plan itself and does not assess the overall
climate performance of a company.

The analysis is limited to companies from the
MSCI World index with an available ISIN, which
substantially reduces the number of transition plans
included in the study and excludes companies from

many countries. The MSCI World primarily com-
prises large publicly listed companies from devel-
oped markets and therefore does not represent the
broader population of companies or organizations.
These firms may plausibly have greater resources
and capacity for climate reporting than smaller or
less-resourced organizations. Consequently, the
substantial disclosure limitations observed in this
sample are noteworthy, although they should not be
interpreted as evidence that smaller companies nec-
essarily provide lower-quality disclosures. Future
work should extend the analysis to smaller com-
panies, firms from other markets, and a broader
range of organizations. In addition, the analysis
relies only on CDP disclosures and does not incor-
porate other sources such as standalone transition
plan documents or sustainability reports, where
companies may provide more detailed information.
Although companies are expected to provide suf-
ficient information in their CDP responses, dis-
closure remains voluntary and the level of detail
therefore varies substantially.

The extraction pipeline operates on textual men-
tions of mitigation measures and does not resolve
duplicates. If a measure is repeated or progres-
sively specified in the text it may be counted multi-
ple times. While aggregated statistics account for
extraction uncertainty through confidence intervals,
the evaluation at the level of individual companies
relies directly on the measures extracted by the
LLM and may therefore contain extraction errors.
In some cases it is also unclear whether the activity
described in a measure is directly performed by the
company or occurs elsewhere in the value chain. In
addition, the framework simplifies transition plans
into structured measures, which inevitably reduces
some of the nuance present in the original text.

The uncertainty estimation procedure relies on
several assumptions. In particular, it assumes that
the classifier precision and recall estimated on the
evaluation dataset remain valid for the full dataset.
It also relies on the independence approximation
between the different tasks in the pipeline. When
the evaluation dataset is very small for a given label,
the estimated precision or recall may take extreme
values (e.g., zero), which makes the correction un-
stable. To avoid numerical instability, we replace
such extreme estimates with the median value ob-
served across bootstrap samples (or 1.0 when the
median cannot be computed). These cases are ex-
plicitly marked as unreliable in the reported results.
For some analysis, we have only reported the ob-



served count. In which case, it is indicated in the
caption.

Finally, some mitigation measure categories are
underrepresented in the dataset, which can make
performance estimates for individual classes un-
stable. The large-scale CDP corpus contains dis-
closures in multiple languages, whereas the task-
specific manually annotated evaluation datasets are
predominantly in English. We therefore cannot as-
sume that extraction and classification accuracy are
identical across languages. This limitation is partic-
ularly relevant when interpreting regional compar-
isons, since language and region are correlated in
parts of the dataset; some observed differences be-
tween regions may consequently reflect language-
dependent model performance in addition to sub-
stantive differences in corporate disclosures. Fu-
ture work should construct multilingual annotated
evaluation datasets and evaluate performance sepa-
rately across languages.

It is important to consider the limitations of auto-
mated analyses when integrating them into decision
processes. Large language models can produce er-
rors or hallucinations, and interpreting their out-
puts as ground truth could lead to inappropriate
decisions, for example in grants, policies, or in-
vestment assessments. For this reason, we report
aggregated results with confidence intervals to re-
flect uncertainty. In practice, the outputs should be
used cautiously and as decision-support rather than
standalone judgments.
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A Taxonomy

Rationale for the taxonomy. Our taxonomy cap-
tures the main types of mitigation actions described
in corporate transition plans. The categories repre-
sent conceptually distinct types of actions, grouped
according to the nature of the measure itself. A key
distinction is whether an action has a direct or in-
direct impact on emissions. Direct actions modify
operations or assets and immediately affect emis-
sions (e.g., electrifying equipment, switching to
renewable fuels, or closing a coal plant), whereas
indirect actions enable future changes through stud-
ies, governance measures, or research and develop-
ment. To further characterize corporate strategies,
the taxonomy includes subcategories with up to
three levels of granularity.

The taxonomy is orthogonal to other annotation
tasks, such as implementation status (T2) and quan-
titative attributes (T3), which can apply to any type
of measure.

Although our analysis focuses on Scope 1 and
Scope 2 transition plans, many companies describe
Scope 3 actions within the same disclosure fields
or refer to plans covering Scope 1–3 jointly. We
therefore include categories for product-related
(Scope 3) measures. We also include a category
for compensation mechanisms (e.g., carbon offsets
or carbon capture), which are often discussed in
climate governance frameworks but generally con-
sidered complementary mitigation strategies. Fi-
nally, an Other category captures extraction errors,
missing taxonomy items, or vague statements that
do not describe a specific action.

Design process. The taxonomy was developed
iteratively through manual analysis and automated
annotations from an LLM. We first examined man-
ually dozens of CDP 2023 transition plans to iden-
tify recurring mitigation actions and constructed
an initial taxonomy based on these observations
and the authors’ domain knowledge. We then used
GPT-5 to classify extracted measures and suggest
additional categories when existing ones were in-
sufficiently specific. These suggestions were man-
ually reviewed and incorporated into an improved
taxonomy. During manual dataset annotation, we
further identified a small number of missing cate-
gories and integrated them into the final version,
which was validated by a climate analyst from a
large financial institution.

Structure and applicability. The taxonomy is
hierarchical and groups related mitigation actions.
Rather than forming a single rooted tree, it consists
of several independent trees representing conceptu-
ally distinct action types. During the performance
evaluation of models, measures belonging to differ-
ent trees are therefore treated as maximally distant.

The taxonomy includes six top-level labels: en-
abling measures (e.g., governance actions or pre-
liminary studies), phase-out measures (ending pol-
luting activities), operational measures (process
or equipment changes with direct emission im-
pacts), residual emissions management measures
(e.g., carbon capture and offsets), product-related
measures (primarily Scope 3 actions), and Other,
which captures measures that cannot be meaning-
fully assigned to the mitigation categories.

The taxonomy was designed to remain generic
in order to cover all mitigation actions. In prac-
tice, companies can describe measures with greater
implementation details, such as the specific tech-
nology used or the organizational units affected.
While these details could theoretically be repre-
sented as deeper levels in the taxonomy, this would
greatly increase its size.

Instead, we capture this additional granularity
through separate annotation tasks. Task T5 (speci-
ficity) identifies whether a measure describes a
generic action or a concrete implementation, while
T6 (organizational perimeter) captures the scope of
application within the organization. For example,
a measure such as “improve building energy effi-
ciency” corresponds to a generic operational action
in the taxonomy, whereas “install heat pumps in all
company office buildings” provides a specific im-
plementation (T5) and specifies the organizational
perimeter (T6). This design allows the taxonomy to
remain stable and comparable across sectors while
still reflecting the level of detail provided in com-
pany disclosures.

Taxonomy We present the final taxonomy in Ta-
ble 9.



Mitigation measure Description

1. Enabling or indirect reduction measures Actions that create the conditions for future reductions, support innovation, or are difficult to
quantify in terms of direct emissions impact.

1.1 R&D Launch research programs, or R&D to develop low carbon technology

1.2 Study Conduct studies (e.g. auditing, feasibility study) or set up tools to collect data

1.3 Targets/Commitments Setting carbon reduction targets or commitments

1.4 Behavioral changes Motivating and encouraging behavioral changes amongst employees

1.5 Advocacy and policy engagement Influence public policy, regulations, and stakeholder behavior to support carbon reduction.

1.6 Working on a strategy Currently working on plans and approaches to achieve carbon reduction.

1.7 Governance Introducing committees or involving top management to oversee transition plans.

2. Phase-out measures Actions that eliminate emissions by stopping or phasing out high-emission activities.

2.1 High emitting facility closure Close a high-emission plants or facilities (e.g. shutting down coal-fired power plants)

2.2 Product line discontinuation Ending production of high-emission products (e.g. fossil fuel-based chemicals).

2.3 Halting deforestation Stopping land-clearing activities (e.g. for agriculture or development).

2.4 Exiting high-emission markets Withdrawing from regions or sectors where decarbonization is not feasible.

3. Operational measures Reductions achieved through changes in current operations, such as energy efficiency, process
improvements, fuel switching, or renewable energy adoption.

3.1 Energy efficiency Measures to reduce energy use, improve efficiency, and reduce energy loss.
3.1.1 Use more efficient equipments Replace old or inefficient equipment with newer more efficient equipments in term of energy
3.1.2 Automatic control of energy usage Technologies to control energy usage (e.g. motion detection for lights, automatic shutdown

equipments when not used, software to select efficient routes)
3.1.3 Manual control of energy usage Change procedure to avoid energy usage (e.g. shutdown equipments at night)
3.1.4 Reduce energy loss Reduce energy loss (E.g. building heat loss).
3.1.5 Consolidation Regroup activities to mutualized energy usage (e.g. reduce distance between factories).
3.1.6 Transportation mode Switch transportation mode toward another that is either more efficient or less emitting (e.g. from

road to rail, change company trip policy to reduce number of flights)

3.2 Energy source switch Switching to low-emission or renewable energy sources.
3.2.1 Electrification Switching to electric technologies (e.g., electric vehicles).
3.2.2 Less emitting fuel Switch to a fuel that emit less GHG (e.g. switch from coal to natural gas).
3.2.3 Renewable fuel Using hydrogen, biogas, or other low-emission fuels.

3.3 Improve energy mix Increasing the share of renewable energy in the energy supply.
3.3.1 Source renewable energy Sourcing renewable energy off-site or from the grid.
3.3.2 Install renewable energy Source Installing renewable energy systems such as PV, wind turbines, or geothermal.

3.4 Improve process Change part of the process to reduce direct emissions. This include removing steps, updating
equipment, or reusing externalities

3.4.1 Remove step Remove a step in the process that produce emissions (e.g. stop routine flaring)
3.4.2 Reusing externalities Re-use externalities instead of producing GHG emissions (e.g. capture and reuse excess heat from

industrial furnaces to generate steam or electricity instead of venting it)
3.4.3 Replace emitting equipment Replace old or inefficient equipment with newer more efficient equipments in term of direct

emissions (e.g. replace HVAC systems to reduce refrigerant leaks)
3.4.4 Process substitution Replace a process that inherently produces direct GHG emissions with a lower- or zero-emission

alternative, *excluding electrification*.

4. Residual emissions management measures Measures intended to neutralize residual greenhouse gas emissions through capture, removal, or
compensation, rather than reducing emissions at the source.

4.1 Carbon capture Refers to technologies and strategies aimed at capturing carbon dioxide (CO2) emissions from
industrial processes, energy production, or directly from the atmosphere

4.2 Carbon offset Refers to actions or initiatives taken to offset carbon emissions, often through activities such as
afforestation, reforestation, or investing in renewable energy projects

5. Other Measures that cannot be meaningfully assigned to any mitigation category due to lack of specificity,
extraction noise, or the use of mitigation mechanisms not covered by the taxonomy.

5.1 Unspecified Refers to all measures that are too vague or unspecified to fit into the other categories. For example:
’we have approved 120 emissions reduction projects’

5.2 Out-of-taxonomy A concrete mitigation action is described, but it does not fit any existing category. This label must
only be used after ruling out all other categories.

5.3 Extraction error Declarative or factual statement with no actionable mitigation. Examples: “Avoiding emissions
will save lives.”; “Climate change poses significant risks.”

6. Product-related measures Actions targeting indirect emissions that occur in the value chain, including both upstream (suppli-
ers) and downstream (customers, product use, end-of-life).

6.1 Supplier engagement Engage suppliers to measure, report, and reduce emissions (e.g. supply chain standards, supplier
requirements, training programs).

6.2 Sustainable procurement Switch procurement towards low-carbon goods and services (e.g. sustainable materials, local
sourcing, low-carbon logistics).

6.3 Product design Reduce lifecycle emissions through product design changes (e.g. lightweighting, modular design,
using recycled content).

6.4 Product use phase Measures to reduce emissions during product use (e.g. more energy-efficient appliances, EVs,
software to optimize fuel consumption).

6.5 End-of-life & Circularity Reduce emissions at end-of-life by reusing, recycling, or take-back programs (e.g. recycling
initiatives, closed-loop supply chains).

6.6 Customer engagement Support customers in reducing their own emissions through guidance, digital tools, or awareness
programs.

6.7 Enter/Develop low-carbon market Propose to enter or develop the company activity in markets related to low-carbon solutions.

Table 9: Taxonomy of mitigation measures used both for human annotator and in LLMs’ prompts.



B Annotation

For data annotations, human annotators were pro-
vided with multiple texts containing companies’
transition plans together with the set of mitiga-
tion measures pre-extracted by a large language
model. Annotators had access to the full mitigation-
measure taxonomy, including a concise definition
for each category. To support accurate interpre-
tation of company-specific or technical measures,
annotators were allowed to consult external sources
(e.g., publicly available information about the com-
pany or the referenced technology). The annotators
had access to the internet, but they are requested
not to rely on LLMs.

T1. Mitigation measure extraction The initial
measures were extracted by an LLM for faster an-
notation. Then, the annotators reviewed and vali-
dated the measures automatically extracted by the
model, correcting errors by adding, removing, or
editing measures whenever necessary. This human
validation step ensured that the final dataset reflects
curated annotations rather than raw model outputs.

T4. Mitigation measure classification To the
clean set of extracted measures, the annotators as-
signed each measure one or two categories in the
taxonomy. These were not multi-label annotations
in the classical sense, but alternative valid labels,
following the disjunctive annotation scheme intro-
duced by (Helwe et al., 2024). Under this scheme,
multiple labels may be considered acceptable for a
given instance, without requiring that all of them
simultaneously apply. This design reflects the fact
that some measures may legitimately fall under
multiple mitigation mechanisms, or remain am-
biguous at the granularity of the taxonomy. By
allowing alternative valid labels, the annotation
scheme preserves this ambiguity instead of forcing
a single categorization. Consequently, models are
not penalized for predicting a defensible alternative
label when multiple interpretations are plausible.

The annotations process was iterative. We
started with an initial pool of 25 transition plans;
however, we realized that the final annotations were
not balanced by type of measure, with some cat-
egories of measures never appearing. We gradu-
ally increased the pool of plans by leveraging the
annotations of the LLM to serve as a guide for
which plans to annotate for missing or not frequent
measures, having a total of 59 complete plans an-
notated and 67 plans partially labelled (only one
or two measures were annotated). We note that

the category labels of the LLMs were not shown
to the annotators. The annotators jointly labelled
303 measures for which they provided a gold anno-
tation by reconciling the labels after a discussion.
The total number of measures labelled by one or
both annotators for classification and extraction is
789, see distribution of labels in Table 11.

T2. Mitigation measure implementation status,
T3. Mitigation measure quantitative attributes,
T5. Mitigation measure specificity, and T6. Miti-
gation measure perimeter For labelling measures
with their characteristics, we performed annota-
tions on different subsets that we selected to be
richer in measures’ characteristics. For the selec-
tion process, we performed labelling using LLMs,
and we used the labels as filters to have measures
that had diversified implementation status or diver-
sified quantification attributes. For the T2. Mit-
igation measure implementation status, the gold
standard with both annotations and reconciliation
contains 132 measures, and a total of 141 mea-
sures annotated by at least one annotator. For the
T3. Mitigation measure quantitative attributes, the
gold standard with both annotations and reconcilia-
tion contains 52 measures. For the T5. Mitigation
measure specificity and T6. Mitigation measure
perimeter, the gold standard with both annotations
and reconciliation contains 206 measures, and a
total of 321 measures annotated by at least one
annotator.

B.1 Extraction and Classification

The annotators have access to the instructions pro-
vided to the LLM, working as guidelines. This
prompt details examples of what a measure is and
what it is not. In particular, the following rules:

• Measure can be commitment/target, precise
actions, mitigation levers, or any other mea-
sures proposed by the company to reduce
emissions

• Measures are not introductory sentences, de-
scriptions of the company activities or oper-
ations, general statements or facts about the
environment, or filler text

• All mitigation measures have a cost, providing
the cost or the amount of money invested con-
stitutes a description of the measure. There-
fore, "investing" should not be considered as
a measure.



• You must list all measures individually. This
means that the list should be split into multi-
ple measures, and commitment followed by
explanations is also multiple measures. Al-
ways split measures into the smallest possible
actionable unit, even if they appear together
in the same sentence or clause.

• Phase-out handling rule: Do not treat "phasing
out fossil fuels" as a separate measure when
a concrete implementation action is specified.
Classify only the actual measure (e.g., elec-
trification, renewable installation). Use the
Phase-Out categories only when the text de-
scribes a fossil-fuel exit without specifying a
replacement or technical action.

• The 1.3 Targets/Commitment class should be
used only when the measure consists exclu-
sively of an emissions-reduction objective,
with no implied or explicit technical lever.
Use the underlying action or measure even
if it is framed as a target or commitment.

Under-represented classes. As some classes are
under-represented, we have sampled around 80 ad-
ditional measures. These measures were classified,
but we do not evaluate the extraction procedure on
them.

B.2 Implementation Status
For the annotation of implementation status, we an-
notated the over-sampled dataset described in Sec-
tion B.1. However, the dataset is naturally imbal-
anced toward the ONGOING label. To address this
imbalance, we added additional examples for the
CONSIDER and IMPLEMENTED labels by over-
sampling instances from a pre-annotated dataset
generated using GPT-5 annotations. In both cases,
the annotators were only exposed to the measure,
the excerpt, and the associated transition plan.

They also had access to the prompt used for the
classification. This prompt describes what should
be considered IMPLEMENTED, ONGOING, and
CONSIDER:

• IMPLEMENTED Use when the excerpt is
primarily backward-looking: it reports an
already-implemented measure AND empha-
sizes achieved outcomes or progress. This cat-
egory is for “what we did / what we achieved”,
not for describing what the plan contains.
Typical signals include explicit achieved im-
pacts (e.g., “resulted in. . . ”, “reduced by X%

tCO2e”, “saved X MWh”, “achieved. . . ”, “to
date. . . ”), often with past time anchors.

• ONGOING Use when the excerpt frames the
measure as a decided/committed action that
is being implemented now or will be imple-
mented (firmly) as part of the transition path-
way, WITHOUT primarily reporting achieved
outcomes in the excerpt. This includes mea-
sures already in rollout (“we are implement-
ing/rolling out. . . ”) and firm future commit-
ments (“we will. . . ”, “we commit to. . . ”, “de-
ployment starts. . . ”). It also includes “Study”-
type measures when the study itself is pre-
sented as an action being performed (e.g.,
conducting an audit/feasibility study/assess-
ment). Measures that have been implemented
but whose emissions impacts will materialize
in the future, rather than being immediately
observable. Measures that require continuous
or recurring application to deliver emissions
reductions should also be classified as ON-
GOING, even if implementation has already
started.

• CONSIDER Use when the excerpt frames
the measure as a possibility: an option be-
ing explored, evaluated, or conditional, with
no firm commitment to implement. Typical
signals include hedging (“may/might/could”),
exploration verbs (“consider/explore/evalu-
ate/assess/investigate”), and strong gating con-
ditions (“subject to. . . ”, “depending on. . . ”,
“where feasible. . . ”).

B.3 Quantitative Attributes
Because the dataset contains only a small num-
ber of measures with quantitative attributes, we
have constructed the annotation dataset by sam-
pling from an LLM pre-annotated dataset the mea-
sures with quantitative attributes. We ask the an-
notators to annotate only 1 or 2 measures per plan.
When 2 measure are similar and it might be up to
debate to which measure the quantities apply to,
we ask the annotator to extract the quantities for
both measures, effectively removing many ambigu-
ities. Example:“Our plan rely on energy efficiency
and electrification. We have already implemented
many energy efficiency project which have helped
reduce emissions by 10%” In this example there
are 2 measures relative to energy efficiency.

The annotators also had access to the prompt
used for the extraction of quantitative attributes. In



particular, the following rules:

• A quantity is a numeric value with an explicit
unit that is directly tied to a mitigation mea-
sure.

• Do NOT infer units.

• Only extract quantities that apply to the spe-
cific mitigation measure being analyzed.

• If a quantity clearly applies to several mitiga-
tion measures, you MUST extract it for each
relevant measure and append “(partial)” to the
extracted value.

• However, if a quantity is explicitly associ-
ated with a higher-level or aggregate measure,
it MUST NOT be duplicated across its sub-
measures.

• “Net zero” MUST be extracted as a valid quan-
tity (treated as a percentage-type quantity).

• If multiple quantities of the same type appear,
extract ALL of them.

The annotators are requested to copy the excerpt
of the quantity into the column that is relevant to
that type of quantity.

B.4 Specificity

For the specificity, we randomly sampled the 321
measures by balancing the dataset based on pre-
annotations with an LLM. The annotators had ac-
cess to the measures excerpt and the taxonomy
class assigned to the measure, but were not ex-
posed to the automatic label for specificity. They
had to perform two tasks simultaneously:

Specificity Decide whether the excerpt simply
restates the measure class, or provides a more spe-
cific description explaining how the measure will
be implemented.

• reformulation The excerpt restates the class
at a high level (synonyms allowed) or only
narrows the scope to a perimeter/area of the
company without explaining how the measure
is implemented.

• more detailed The excerpt adds concrete
means, implementation details, technologies,
or operational steps explaining how the mea-
sure will be implemented.

Perimeter Decide whether the measure is ap-
plied to a specific perimeter or is generic.

• Yes The measure is scoped to a subset of the
company, such as: - fleet / vehicles, buildings /
facilities / plants / sites, operations or business
units, specific geography, specific asset/pro-
duct/market, terminals / airports / refineries /
manufacturing footprint, etc.

• No The measure applies to the company in
general OR no perimeter is mentioned.

Measures can be assigned any combination of
these labels. The two classifications were per-
formed jointly, as the interpretation of one dimen-
sion can provide contextual information that sup-
ports the annotation of the other.



C Hierarchical F1-score

To account for partial correctness in hierarchi-
cal classification, we use a hierarchical F1 score
(hF1) that incorporates the structure of the tax-
onomy. Several hierarchical evaluation measures
have been proposed in the literature (Costa et al.,
2007). These measures can generally be divided
into ancestor-based, set-based, and distance-based
approaches (Kosmopoulos et al., 2015).

Ancestor-based metrics compare the sets of an-
cestors associated with the predicted and true labels.
However, such approaches are less suitable in our
setting because the depth of our taxonomy is not
uniform, which may introduce biases depending on
the position of a class in the hierarchy. Moreover,
our models predict a single label rather than a dis-
tribution over nodes, which limits the applicability
of methods that rely on probabilistic outputs.

Instead, we adopt a distance-based evaluation
metric, which assigns partial credit to predictions
according to their distance from the true class in
the taxonomy. Distance-based metrics explicitly
account for the semantic proximity between classes
and are closely related to Lowest Common Ances-
tor (LCA)–based approaches (Kosmopoulos et al.,
2015; Riehl et al., 2023).

Concretely, we define a similarity score between
the predicted class and the ground-truth class based
on their distance in the taxonomy. This similarity
is then used to compute a weighted precision and
recall, which are combined into a hierarchical F1
score. In this way, predictions that are closer in the
hierarchy receive higher scores than distant errors.

For each predicted class p and ground-truth class
g, we define a similarity score

s(p, g) =
1

1 + d(p, g)
,

where d(p, g) denotes the distance between p and g
in the taxonomy tree. The distance can be defined
either as the path length between the two nodes or
as the distance to their lowest common ancestor;
in this work, we use the actual path distance. In
this work, we use the path length. This definition
penalizes sibling nodes more strongly than parent–
child relationships. When the distance is infinite
(i.e., the prediction and the true label belong to
different trees), we set s(p, g) = 0.

Let δp,c be an indicator function equal to 1 if the
predicted class is c and 0 otherwise, and let δg,c be

defined analogously for the ground-truth class. For
a given class c, hierarchical precision and recall are
defined as

precisionc =

∑
(p,g) s(p, g) δp,c∑

(p,g) δp,c
, (1)

recallc =

∑
(p,g) s(p, g) δg,c∑

(p,g) δg,c
. (2)

Hierarchical recall aggregates instances by their
true class and measures the average similarity be-
tween predicted and true labels, capturing how well
the model recovers instances of each class. Hierar-
chical precision aggregates instances by their pre-
dicted class and measures the average similarity to
the corresponding ground-truth labels, capturing
the reliability of predictions assigned to that class.

For each class c, a hierarchical F1 score is com-
puted as the harmonic mean of precisionc and
recallc. The final hF1 score is obtained by macro-
averaging the class-wise scores across all classes.



D Experiment

D.1 Model Parameters

We used the OpenAI API default parameters of
temperature=1, top_p=1. For GPT-5, and GPT-5
mini, we used the reasoning effort of medium, and
enabled reasoning for other reasoning models. For
Mistral models, we used the default parameters of
temperature=0.7, top_p=1. All other parameters
were set to None (e.g. max_token = None).

D.2 Baselines

Measure extraction (T1) A sentence-level TF-
IDF filter trained on synthetic labels derived from
GPT-5 extractions, and applied after sentence split-
ting to remove sentences unlikely to correspond to
mitigation measures. This baseline reached an F1-
score of 50.7% with a 95% CI of 47.3–55.7%, sug-
gesting that simply filtering irrelevant sentences is
not sufficient. The main limitation of the sentence-
based approach is also that a single sentence can
contain several distinct mitigation measures and
therefore remains too coarse as an extraction unit.

D.3 Evaluation of classification (T4)

In Table 10 and Table 11, we present more detailed
results for task T4, to understand on which sub-
task models underperform. As shown in Table 10,
the macro F1-score reaches 73%. The overall per-
formance is primarily affected by the “5. Other”
category, which both contains the smallest num-
ber of examples and includes the most ambiguous
cases, such as “Unspecified”, “Out-of-taxonomy”,
and “Extraction error”. All other categories have
strong performances.

Class Prec. Rec. F1 Sup.

1 Enabl. 0.78 0.70 0.73 141
2 Phase-Out 0.78 0.78 0.78 40
3 Ope. 0.89 0.90 0.90 431
4 Residual 0.88 0.96 0.92 23
5 Other 0.22 0.42 0.29 31
6 Product 0.87 0.72 0.79 123

accuracy 0.81 789
macro avg 0.74 0.75 0.73 789
weighted avg 0.84 0.81 0.82 789

Table 10: Classification report of the meta-category
performance of GPT-5 (measuring the F1-score at root
level, not at leaf level).

Unspecified A large proportion of the classifi-
cation errors occur around the “Unspecified” la-
bel. This category is inherently ambiguous, which
makes it more prone to annotation disagreement
and model errors. For example, several misclassi-
fied instances relate to waste management actions
(e.g., “reduce waste”). These examples frequently
led to annotation disagreements. Such measures
are typically related to environmental or pollution
management rather than directly to climate tran-
sition actions, and statements like “reduce waste”
are too vague to be assigned to a specific mitiga-
tion measure category and can be interpreted in
different ways. Similarly, we observed frequent
ambiguity between the labels “Unspecified” and
“Targets/Commitments”. For instance, statements
such as “the reduction of emissions from the com-
pany fleet” may describe either a general objective
or an unspecified mitigation action, making the
distinction between these categories harder in prac-
tice.

Label change during large-scale analysis We
have conducted two rounds of classification. The
first classification is produced jointly with the ex-
traction step, while the second corresponds to an
independent, standalone classification task. Across
the 8361 extracted measures, 7006 received the
same label in both rounds, whereas 1355 were as-
signed different labels. This discrepancy indicates
a non-negligible degree of classification instability,
but also an important stability in the output label
for most of the measures.

We investigated a small random sample of la-
bel switches between the label assigned during the
extraction step and the label assigned at the classi-
fication step.

“Eliminate single-use plastics and non-clothing
waste by 2027 : "Primark aims to eliminate single-
use plastics and all non-clothing waste by 2027."”
Labels: End-of-Life & Circularity - Product Line
Discontinuation

“Promote transparency and stakeholder engage-
ment in CTAP : "the Elisa CTAP advocates trans-
parency for increased engagement with both in-
ternal and external stakeholders."” Labels: Gover-
nance - Advocacy and policy engagement

“Retrofit HVAC systems : "HVAC retrofits"” La-
bels: Use more efficient equipments - Energy Effi-
ciency

“Implement low-carbon processes : "low-carbon
processes"” Labels: Process Substitution - Improve



Figure 2: 10 most frequent label switches, with their
share of all switches.

Process
“Develop sequestration solutions for long-term

CO2 storage : "we are working on innovative se-
questration solutions for the long-term storage of
CO2 in the ground."” Labels: Carbon Offset - R&D

This sample hints that the changes are often la-
bels that might both apply. In all of these examples,
both labels appear valid at least partially.

Moreover, as shown in Figure 2, label switches
often occur between closely related categories. For
example, the first and third most frequent permu-
tations occur between “Source Renewable Energy”
and “Improve Energy Mix”, which correspond to
a parent–child relation. We also observe that these
permutations generally preserve the core meaning
of the measure. For instance, when a statement
about energy efficiency is vague, it may be anno-
tated either as “Unspecified” or as the broader “En-
ergy Efficiency” category. When the statement is
more detailed, it can instead be assigned to a more
specific child category within Energy Efficiency.

Overall, this suggests that LLMs provide suffi-
ciently stable classifications for large-scale analy-
sis, with most disagreements reflecting ambiguity
between closely related categories.

f1-score support

Electrification 94.0% 48
Reusing externalities 90.3% 15
Source Renewable Energy 87.1% 46
Renewable Fuel 85.7% 22
Supplier Engagement 85.7% 17
Remove Step 81.2% 16
Halting Deforestation 80.0% 6
Advocacy and policy engagement 78.3% 11
Manual Control of energy usage 77.8% 17
Automatic Control of energy usage 77.8% 21
Use more efficient equipments 76.9% 37
Consolidation 75.0% 12
Install Renewable Energy Source 73.5% 38
Less Emitting Fuel 72.7% 6
Exiting High-Emission Markets 72.0% 15
Sustainable Procurement 71.8% 22
Carbon Offset 71.4% 13
Governance 70.6% 10
Targets/Commitment 68.0% 56
End-of-Life & Circularity 66.7% 13
High Emitting Facility Closure 63.6% 10
Carbon Capture 63.2% 10
Energy Efficiency 63.1% 51
Study 62.7% 19
Working on a strategy 62.1% 15
Improve Energy Mix 61.5% 20
Product Line Discontinuation 60.0% 7
Product Design 60.0% 12
Enter/Develop low-carbon market 58.8% 28
Customer Engagement 56.0% 15
R&D 54.5% 13
Behavioral Changes 53.3% 19
Replace Emitting Equipment 51.6% 22
Product Use Phase 47.6% 14
Reduce Energy Loss 42.9% 18
Energy Source Switch 41.4% 16
Transportation mode 33.3% 7
Unspecified 28.6% 29
Phase-Out Measures 22.2% 2
Improve Process 21.4% 11
Process Substitution 14.3% 5
Extraction error 0.0% 0
Enabling or Indirect Reduction Measures 0.0% 0
Out-of-taxonomy 0.0% 1
Operational Measures 0.0% 3
Phase-out 0.0% 0
Product-related Measures 0.0% 1

Table 11: Performance per class of the best performing
model (GPT-5). In this, we used the classical F1-score
with the best gold (based on the alternative labels).



E Analysis

E.1 Quantitative Attributes

The counts of measures with quantitative attributes,
split by type of quantity are shown in Table 12: we
observe that the category other percentages dom-
inates, and when a measure is quantified, around
half of the time the quantity is not useful for deter-
mining the quantity of carbon emissions affected
by the measure. In Table 13 we have the percent-
age of measures with quantitative attributes. We
observe that almost a quarter of measure have some
type of quantity, but when we look at the per sta-
tus statistics, implemented measures report twice
more often quantities that ongoing measures, and
more than five times more often than for consid-
ered measures. Finally, in Table 14, we report the
percentage of measures that are quantified, split per
taxonomy category. We observe that emissions are
most frequently quantified in terms of percentage
or value for the classes targets, exiting high emis-
sion markets, and carbon offset. If we focus only
on planned actionable measures, we find that 22%
of measures are quantified. However, more than
half of these quantities are “other percentage (%)”.
These include in particular all statements such as
“100% electric”, or “100% renewable” which is of-
ten insufficient to properly quantify the impact of
the measure on the emissions.

E.2 Country/Sector Analysis

E.2.1 Sector Analysis

Type of measure per industry Figure 3 presents
the relative average frequency of each type of miti-
gation measure by industry, normalized by the aver-
age across the full corpus. Overall, the distribution
of measures is relatively homogeneous across in-
dustries. However, three sectors exhibit distinctive
mitigation profiles: the power generation sector, the
fossil fuel industry, and the transportation services.

In the power generation sector, transition plans
are primarily characterized by the progressive
phase-out of fossil fuel-based electricity produc-
tion, combined with the deployment of renewable
energy generation capacities, including renewable
fuels, solar power, and wind energy. Measures
related to operational energy efficiency improve-
ments appear comparatively marginal, as emis-
sions reductions in this sector are mainly achieved
through structural changes in generation technolo-
gies.

The fossil fuel industry presents a visibly dif-
ferent mitigation profile. In particular, transition
plans in this sector rarely include measures related
to sourcing renewable electricity or improving the
energy mix. This reflects the nature of emissions in
this industry, which arise primarily from direct op-
erational emissions and downstream Scope 3 emis-
sions linked to the combustion of sold products,
rather than from electricity consumption. Instead,
fossil fuel companies tend to rely on alternative
transition pathways. These include diversification
toward emerging lower-emission energy markets,
such as the development of low-carbon or alterna-
tive fuels. Another prominent pattern is the fre-
quent inclusion of carbon capture technologies, as
well as carbon offsetting mechanisms. The system-
atic presence of these measures suggests that com-
panies in this sector often rely on compensation-
based mitigation strategies. This reliance likely
reflects structural constraints, as fossil fuel produc-
tion is intrinsically associated with greenhouse gas
emissions. As a result, maintaining core business
activities may require the deployment of technolo-
gies or mechanisms designed to reduce or compen-
sate residual emissions. Finally, one of the most
frequently overrepresented measures in the fossil
fuel sector is the removal of specific operational
steps. This trend is largely driven by widespread
commitments to reduce or phase out gas flaring.

Finally, another distinctive sector can be identi-
fied: transportation services. Unlike most indus-
tries, companies in this sector cannot rely exten-
sively on improving the energy mix, as their en-
ergy source must be mobile and directly embedded
within transportation systems. Instead, transition
strategies in this sector primarily focus on substi-
tuting conventional fuels with lower-emission al-
ternatives, such as hydrogen, biogas, or sustainable
aviation fuels (SAF). In addition, transportation
companies frequently plan to renew or replace their
fleets with more modern and energy-efficient vehi-
cles. This pattern is particularly pronounced in the
air transportation industry, where fleet renewal and
the adoption of alternative fuels represent central
components of transition strategies.

E.2.2 Country
Across all specifications, we observe a statistically
significant effect of the country on the number of
measures, see Table 15 and Figure 4. This holds
for the total number of measures as well as for
each implementation status (ongoing, implemented,



Total Mean Median

Emissions (tCO2e, ktCO2e, MtCO2e, etc.) 170 (113-259) 0.15 (0.10-0.23) 0 (0-0)

Percentages (%) of a Subset of Emissions 207 (0-430) 0.19 (0.00-0.39) 0 (0-0)

Percentages (%) of Global Emissions 650 (473-902) 0.59 (0.43-0.82) 0 (0-0)

Energy/Capacity (kWh, MWh, GWh, TJ, kW, MW, etc.) 134 (104-171) 0.12 (0.09-0.16) 0 (0-0)

Monetary (EUR, USD, CAPEX, OPEX, etc.) 80 (57-106) 0.07 (0.05-0.10) 0 (0-0)

Counts (vehicles, sites, equipment, installations, etc.) 337 (250-580) 0.31 (0.23-0.53) 0 (0-0)

Other Percentages (%) 1068 (0-2982) 0.97 (0.00-2.71) 0 (0-0)

ANY 2050 (1791-2328) 1.86 (1.63-2.11) 1 (1-1)

Total Mean Q80

ANY (Not already implemented, Not Enabling) 844 (644-1064) 0.77 (0.58-0.97) 2 (1-2)

Table 12: Count of measures with quantitative attributes by type of quantities. ANY are count of measures with at
least one quantitative attribute of any type. ANY (not already implemented, not enabling) are count of measures
when excluding measures that are implemented, or classified as one of the “Enabling or indirect reduction measure”
sub-category.
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Figure 3: Relative frequency of the different type of measures per industry. Values are based on the observed count
and not the adjusted count.



ALL IMPLEMENTED CONSIDER ONGOING NON_ENABLING

Emissions 2.01 4.75 1.26 1.15 2.12
% (global) 7.67 9.31 3.46 7.35 3.68
% (subset) 1.63 2.23 0.00 1.52 1.02

Energy/Capacity 1.58 3.49 0.00 1.04 2.08

% (other) 9.45 18.31 2.20 6.94 11.86
Counts 3.41 8.90 0.63 1.76 3.72
Monetary 0.94 0.96 0.31 0.97 0.95

ANY_QUANTITY 24.17 41.88 7.23 19.29 22.93

Table 13: Percentage of measure with quantitative attributes, per implementation status of the measure.
NON_ENABLING measure are all ongoing measures that are not "unspecified" or from the "Enabling or in-
direct reduction measures" categories. Quantities are observed and not adjusted.

Type Emissions % (global) % (subset) Energy/Capacity % (other) Counts Monetary ANY_QUANTITY N

1 Enabling or Indirect Reduction Measures 0.00 11.11 11.11 11.11 0.00 0.00 0.00 20.00 9
1.1 R&D 0.00 2.41 0.00 0.00 0.00 2.41 2.41 6.19 83
1.2 Study 0.71 0.53 0.00 0.18 3.01 2.48 0.00 5.34 564
1.3 Targets/Commitment 3.55 56.07 9.62 0.44 7.10 0.89 0.44 72.93 676
1.4 Behavioral Changes 0.64 3.21 0.64 0.64 5.77 3.21 0.00 13.89 156
1.5 Advocacy and policy engagement 1.52 1.52 0.00 1.52 1.52 4.55 1.52 8.70 66
1.6 Working on a strategy 0.80 5.60 1.07 0.27 1.33 4.00 0.27 9.90 375
1.7 Governance 0.00 0.60 0.60 0.00 1.79 3.57 2.38 5.81 168

2 Phase-Out Measures 0.00 0.00 0.00 0.00 9.38 3.12 0.00 14.29 32
2.1 High Emitting Facility Closure 1.67 1.67 0.00 23.33 1.67 1.67 5.00 34.72 60
2.2 Product Line Discontinuation 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 7
2.3 Halting Deforestation 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 2
2.4 Exiting High-Emission Markets 16.67 0.00 0.00 0.00 5.56 0.00 5.56 26.92 18

3.1 Energy Efficiency 3.46 6.15 0.58 0.87 6.06 2.21 1.63 17.86 1040
3.1.1 Use more efficient equipments 3.04 4.42 0.55 0.55 6.91 5.52 2.21 20.09 362
3.1.2 Automatic Control of energy usage 1.39 1.39 0.00 0.69 6.25 0.69 2.08 10.00 144
3.1.3 Manual Control of energy usage 0.00 1.52 3.03 0.00 9.09 0.00 0.00 16.67 66
3.1.4 Reduce Energy Loss 3.85 7.69 0.00 0.00 7.69 3.85 0.00 20.27 52
3.1.5 Consolidation 0.00 6.82 0.00 0.00 7.95 5.68 0.00 21.28 88
3.1.6 Transportation mode 0.00 4.23 2.82 0.00 1.41 0.00 0.00 7.41 71
3.2 Energy Source Switch 0.91 2.73 4.55 0.00 10.91 2.73 0.00 20.45 110
3.2.1 Electrification 0.40 1.81 0.20 0.00 10.66 5.03 1.01 19.02 497
3.2.2 Less Emitting Fuel 0.00 1.82 3.64 1.82 5.45 7.27 1.82 13.48 55
3.2.3 Renewable Fuel 2.96 1.48 2.96 0.49 8.87 5.42 0.00 18.82 203
3.3 Improve Energy Mix 1.22 3.51 1.07 1.07 33.38 2.74 0.61 40.00 656
3.3.1 Source Renewable Energy 3.20 3.33 1.11 4.31 22.66 2.83 0.25 33.33 812
3.3.2 Install Renewable Energy Source 1.94 1.67 0.28 11.94 7.50 8.61 0.56 26.71 360
3.4 Improve Process 0.99 0.99 0.99 0.00 0.00 0.00 0.00 1.94 101
3.4.1 Remove Step 3.70 3.70 0.00 0.00 3.70 11.11 0.00 10.26 27
3.4.2 Reusing externalities 6.90 3.45 3.45 0.00 3.45 6.90 0.00 17.57 58
3.4.3 Replace Emitting Equipment 0.00 0.00 0.00 0.00 8.16 14.29 0.00 20.00 49
3.4.4 Process Substitution 0.00 4.11 0.00 0.00 5.48 0.00 1.37 9.20 73

4 Residual emissions management measures 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 1
4.1 Carbon Capture 6.15 6.15 0.00 0.00 3.08 1.54 0.00 14.02 65
4.2 Carbon Offset 6.61 9.09 0.83 0.00 0.83 0.00 0.83 19.11 121

5.1 Unspecified 2.44 3.11 1.11 0.67 3.56 4.00 2.89 12.50 450
5.2 Out-of-taxonomy 0.00 2.00 2.00 14.00 4.00 12.00 6.00 32.14 50
5.3 Extraction error 25.00 0.00 0.00 0.00 50.00 0.00 0.00 75.00 4

6.1 Supplier Engagement 0.00 4.81 2.59 0.00 2.22 5.93 0.00 11.52 270
6.2 Sustainable Procurement 0.00 2.33 0.00 0.00 10.47 0.00 0.00 10.78 86
6.3 Product Design 0.00 4.11 1.37 0.00 8.22 1.37 0.00 11.76 73
6.4 Product Use Phase 0.00 2.70 2.70 0.00 27.03 0.00 0.00 23.53 37
6.5 End-of-Life & Circularity 0.00 0.00 1.49 0.00 8.96 8.96 2.99 22.11 67
6.6 Customer Engagement 0.00 2.22 2.22 0.00 0.00 0.00 0.00 3.64 45
6.7 Enter/Develop low-carbon market 0.00 3.85 0.00 1.92 0.00 7.69 3.85 16.67 52

Table 14: Percentage of measures that are quantified (both implemented and ongoing), based on the type of measure.
Values are based on observed quantities and not adjusted.

consider).

For the total number of measures and for ongo-

ing measures, the effect is particularly strong: both
Kruskal–Wallis and ANOVA tests yield extremely



Country All Act/Ongoing Implemented Consider Quantified

USA 7.04 (6.50-7.64) 5.01 (4.48-5.63) 1.23 (0.86-1.69) 0.62 (0.37-1.25) 1.43 (1.19-1.72)
Japan 6.26 (5.72-6.88) 4.61 (4.06-5.29) 1.16 (0.80-1.57) 0.19 (0.10-0.37) 1.92 (1.63-2.27)
United Kingdom 9.91 (8.28-11.71) 7.05 (5.87-8.35) 1.90 (1.16-2.90) 0.53 (0.24-1.11) 2.18 (1.67-2.78)
France 11.56 (9.95-13.38) 9.00 (7.48-10.67) 1.73 (1.08-2.49) 0.45 (0.12-1.13) 2.54 (1.97-3.18)
Germany 8.36 (6.77-10.03) 6.74 (5.22-8.63) 1.11 (0.70-1.65) 0.27 (0.04-0.80) 1.46 (0.93-2.08)
Switzerland 11.42 (9.51-13.41) 8.75 (6.68-11.12) 1.83 (1.03-2.73) 0.40 (0.10-0.96) 2.40 (1.60-3.28)
Canada 8.69 (6.63-10.92) 5.64 (4.18-7.19) 1.73 (0.96-2.78) 1.13 (0.40-2.69) 2.29 (1.24-3.56)
Sweden 7.20 (5.95-8.65) 5.72 (4.61-6.99) 0.90 (0.52-1.40) 0.47 (0.05-1.28) 1.61 (0.92-2.42)
Spain 7.18 (5.38-9.17) 6.14 (4.47-7.91) 0.78 (0.21-1.53) 0.06 (0.00-0.25) 1.99 (1.11-3.04)
Netherlands 9.08 (6.88-11.46) 6.19 (4.46-8.15) 1.79 (1.07-2.71) 0.79 (0.24-1.80) 2.56 (1.63-3.59)
Italy 8.98 (6.73-11.53) 6.43 (4.70-8.43) 1.86 (0.87-3.02) 0.14 (0.00-0.58) 2.99 (1.71-4.14)

Table 15: Average number of measures per plan by implementation status, and number of quantified measures, for
countries with more than 20 plans. Countries whose mean differs significantly from the mean of all other countries
(Mann–Whitney test, p < 0.05) are underlined.

Fra
nce

Sw
itze

rla
nd

Unit
ed

 Ki
ng

do
m

Neth
erl

an
ds Ita

ly

Can
ad

a

Germ
an

y

Sw
ed

en
Sp

ain

Unit
ed

 St
ate

s o
f A

meri
ca

Jap
an

Country

0

2

4

6

8

10

12

14

M
ea

n 
nu

m
be

r o
f m

ea
su

re
s (

co
un

try
)

Class
All
Act/Ongoing
Reporting
Consider
Quantified

Significance
sig higher (p < 0.05)
sig lower (p < 0.05)

Figure 4: Per country number of measures.

Kruskal-Wallis ANOVA

Total 1.9e-12 (8.6e-24 - 1.6e-09) 1.6e-14 (1.3e-27 - 9.9e-11)

Act. 1.9e-10 (9.7e-21 - 4.8e-08) 7.0e-13 (1.5e-26 - 4.5e-09)

Rep. 1.1e-02 (1.3e-09 - 1.8e-02) 8.0e-03 (4.1e-11 - 3.5e-02)

Cons. 1.3e-02 (2.1e-09 - 3.5e-02) 2.0e-02 (2.9e-09 - 1.4e-01)

Qt. 7.8e-09 (2.4e-17 - 7.2e-07) 1.1e-06 (4.0e-16 - 1.0e-04)

Table 16: Reporting of the p-value of both the Kruskal-
Wallis test and the ANOVA test for effect of the country.

small p-values (10−26 to 10−8), and the 95% boot-
strap intervals remain far below conventional sig-
nificance thresholds, indicating high robustness to
both sampling variability and classifier uncertainty.

For implemented and consider measures, p-
values are higher but remain below 0.05 in the
original tests. Bootstrap intervals largely confirm
statistical significance, although for consider mea-
sures(ANOVA) the upper bound of the interval oc-
casionally exceeds 0.05, suggesting slightly weaker
robustness in this category.

Overall, the country effect is consistent and sta-

tistically significant across tests and bootstrap un-
certainty propagations, with strongest evidence for
total and ongoing measures, and somewhat more
moderate (yet still significant) evidence for imple-
mented and consider.

We have reported in Table 15 the average num-
ber of measures, for each implementation status,
as well as the number of quantified measures for
countries with more than 20 plans.

E.3 Frequency per class

We have reported the number of measures for each
class from the taxonomy in Table 17. We have
reported the measures with the the confidence inter-
val, however, for many of these class, we could not
compute the actual CI as define in Section 5.1. We
have highlighted in the table the results that should
be interpreted with caution:

1. Some classes were not part of the evaluation
dataset, such as “5.3 Extraction error”. For
these we used p = r = 1.0.



2. Some classes are in the evaluation dataset but
with p = 0 or r = 0 such as “5.2 Out-of-
taxonomy”. This is usually due to a small
number of sample. For these we used p =
r = 1.0.

3. For some classes, during the evaluation boot-
strap, the undersampling produced pi = 0 or
ri = 0. In these cases, we replace the 0 with
the median value to avoid 0 in the P/R ratio.

4. Finally, some of the classes have a really low
F1-score, therefore, we also tag class with an
F1-score below 33%.

As expected the most frequent co-occurence, are
the combinations of the most frequent measure
type.

Interestingly, the most frequent triplet is not the
triplet of the 3 most frequent measures. Indeed, the
most frequent triplet includes Energy Efficiency,
as well as both sourcing and installing renewable
energy. In fact, this aligns with the "average transi-
tion plan,", as they are both part of improving the
energy mix.

Conclusion We found that the tasks of extract-
ing and classifying mitigation measures is largely
done effectively with zero-shot LLMs. Moreover,
the outputs largely stable in term of LLM random
variability. This confirm the validity of using LLM
in zero-shot settings for these tasks and confirm the
validity of the conclusions of our data analysis.

We see from this analysis that companies tend
to provide stereotypical plans which consists of a
mix of electrification measures, measures to im-
prove the energy mix, and measures to improve
the energy efficiency of the company. Despite this,
we see that many companies are still working on a
transition plan, with either reporting pilot studies or
reporting that they are actively working a strategy
or a more detailed transition plan. We also found
that companies tend to focus on operational mea-
sures compared to phasing-out measures. Indeed,
most of the transition plan consist in improving
the current operation instead of trying to shift to
alternative productions.



Class Total 95% CI 1. 2. 3. 4.

1 Enabling or Indirect Reduction Measures 9 (4-15) × × ×
1.1 R&D 92 (47-182) ×
1.2 Study 388 (247-544)

1.3 Targets/Commitment 960 (749-1271)

1.4 Behavioral Changes 251 (154-451)

1.5 Advocacy and policy engagement 61 (36-103) ×
1.6 Working on a strategy 410 (216-774) ×
1.7 Governance 189 (113-334) ×
2 Phase-Out Measures 6 (2-18) × ×
2.1 High Emitting Facility Closure 61 (28-120) ×
2.2 Product Line Discontinuation 12 (2-44) ×
2.3 Halting Deforestation 2 (0-7) ×
2.4 Exiting High-Emission Markets 27 (8-69) ×
3.1 Energy Efficiency 672 (515-843)

3.1.1 Use more efficient equipments 522 (390-742)

3.1.2 Automatic Control of energy usage 192 (131-279)

3.1.3 Manual Control of energy usage 67 (38-110)

3.1.4 Reduce Energy Loss 73 (41-136) ×
3.1.5 Consolidation 89 (50-162)

3.1.6 Transportation mode 50 (19-122) ×
3.2 Energy Source Switch 112 (62-191)

3.2.1 Electrification 457 (381-533)

3.2.2 Less Emitting Fuel 65 (32-129) ×
3.2.3 Renewable Fuel 238 (180-319)

3.3 Improve Energy Mix 360 (238-523)

3.3.1 Source Renewable Energy 1052 (881-1301)

3.3.2 Install Renewable Energy Source 534 (395-727)

3.4 Improve Process 59 (28-118) × ×
3.4.1 Remove Step 22 (10-38)

3.4.2 Reusing externalities 52 (34-73)

3.4.3 Replace Emitting Equipment 137 (72-322) ×
3.4.4 Process Substitution 62 (20-165) × ×
4 Residual emissions management measures 1 (0-3) × ×
4.1 Carbon Capture 66 (33-135) ×
4.2 Carbon Offset 106 (71-162)

5.1 Unspecified 228 (142-335) ×
5.2 Out-of-taxonomy 51 (35-68) × × ×
5.3 Extraction error 4 (1-8) × ×
6.1 Supplier Engagement 259 (166-376)

6.2 Sustainable Procurement 113 (70-184)

6.3 Product Design 47 (23-78)

6.4 Product Use Phase 80 (37-207) ×
6.5 End-of-Life & Circularity 98 (44-226) ×
6.6 Customer Engagement 76 (39-164) ×
6.7 Enter/Develop low-carbon market 64 (38-106)

Table 17: Estimated number of measures per class. Rows shown in gray correspond to classes for which uncer-
tainty estimates should be interpreted with caution. The indicator columns report potential reliability issues: 1.
Missing from validation set, 2. classes with zero point-estimate precision or recall, 3. classes for which bootstrap
precision/recall draws contains zeros, 4. classes with estimated F1 < 0.33. Confidence intervals reflect sampling
variability, but flagged classes should not be interpreted with high confidence.



F Disclosure Evaluability

F.1 Assessing evaluability

We now discuss the feasibility of assessing the
evaluability of transition plans as defined in Sec-
tion 3. One key question if if the sum of reductions
proposed by the mitigation measures sum up to the
target specified by the company. The most direct
approach is to aggregate the emission reductions
associated with each mitigation measure disclosed
in the plans’ text. However, as shown in Section 5,
most measures are not quantified. If we restrict the
analysis to plans in which the majority of measures
have emissions reduction quantities (tCO2 or %
reduction), only 42 plans remain. Among these,
only 9 are sufficient to reach the stated target, and
for 5 of them this is because the target has already
been achieved as detailed in Section F.2.

A second approach would consist of mapping
each measure to a subset of the company’s carbon
inventory and estimating the associated emission
reductions. In practice, this is also challenging:
Many companies do not publish sufficiently de-
tailed carbon inventories, and available inventories
are often reported only at a coarse level of aggrega-
tion (OECD, 2024; Ogunyemi, 2019).

We therefore experimented with approximating
company emission structures using emission fac-
tors (tCO2/$) from EPA (Young and Ingwersen,
2025) combined with revenue decompositions per
activity ($/activity) from FactSet RBICS (FactSet,
2026) (see Appendix F.4). However, as shown in
Section E, nearly half of the measures correspond
to generic measure types rather than clearly defined
actions. More broadly, most measures lack the
technical detail required to reliably estimate their
impact on emissions. We experimented with GPT-5
to classify 12,843 measure–activity pairs according
to their reduction potential (100%, >80%, >10%,
>1%, <1%). The model flagged 89.5% of the cases
as too vague to estimate reliably, and in 78.8% of
the non-vague cases, the measure has a negligible
impact on the activity. These results are consistent
with manual annotations that we performed on a
small subset of measure–activity pairs.

Under our framework, most transition plans
would be considered imposible to evaluate because
they mainly communicate broad climate strategies
rather than specific and quantified mitigation mea-
sures. The main limitation is therefore not method-
ological but informational, reflecting insufficient
disclosure both in carbon inventories and in transi-

tion plans themselves. This finding supports the im-
portance of regulatory initiatives such as the CSRD
(EU, 2022), which aim to improve the granularity
and comparability of climate disclosures.

F.2 Company-reported measure impacts
A first possibility to assess the evaluability of a tran-
sition plan is to rely on companies’ own reporting
of measure-level impacts. However, as shown in
Section E, most measures do not have quantitative
attributes. In particular, 80% of the plan contains at
most 2 measures with quantitative attributes. More
precisely, only 41 plans have more than 50% of
the measures that contain a quantitative attribute in
terms of CO2 emissions (tCO2, % of reduction).

We used GPT-5.3 with the following to assess if
the 41 plans are sufficient to reach the target:

For each transition plan below , estimate
the total emissions reduction

achieved or expected from the
measures described.

Context:
The plans provided have already been

filtered so that at least 50% of the
measures contain quantified

emissions reductions (either in
tCO2eq or in % reduction).

Task:
For each plan , sum the emissions

reductions reported in the text.

Rules:
- Include both ** reported reductions ** (

already achieved) and ** planned
reductions **.

- Include statements such as: ``we have
decreased our CO2 emissions by 34\%
compared to 2019''.

- Convert percentage reductions into **
tCO2eq ** using the provided baseline
emissions when necessary.

- **Do NOT include overall targets**,
intermediate targets , or global
goals in the sum. For example: ``
Targeted reduction: 90\% by 2030''
should be ignored.

- Only include reductions that
correspond to ** specific measures or
actions **.

Goal:
Estimate whether the quantified measures

described in the plan are
sufficient relative to the baseline
emissions.

Output format (JSON):
{

"reasoning ": "List all reductions
identified in the text and explain
any conversions performed (e.g.,

\% -> tCO2eq).",



"amount ": int // total estimated
reduction in tCO2eq

}

Plan:
Total base year emissions covered by the

target/plan: {Total emissions (
scope 1+2)} tCO2

Targeted reduction: {amount of emissions
} tCO2eq ({ percentage of reduction })

Text:
"{plan text}"

We verified the model outputs and found that GPT-
5.3 correctly extracted, converted, and summed the
reported quantities for all plans. Only 9 plans are
sufficient or within 10% of being sufficient to reach
the target. 5 of those are actually not sufficient but
have already reached the target. More generally, in
most of these 42 plans, the quantitative attributes
are for actions already implemented, in lines with
observation from the analysis in Section E

Overall, this shows that if we rely solely on the
quantitative attributes disclosed by companies, al-
most all transition plans should be considered as
not evaluable.

F.3 Matching measures to the carbon
inventory

A second possibility is to estimate the emission
reduction potential of measures by mapping them
to parts of the company’s carbon inventory (e.g.,
fuel combustion, electricity consumption, trans-
portation) and estimate the intensity of the magni-
tude of the effect. In principle, this requires both a
sufficiently granular emissions inventory and suffi-
ciently detailed descriptions of the mitigation mea-
sures.

Some centralized repositories exist, such as
ADEME’s Bilan GES platform1, but coverage re-
mains incomplete. Reporting is not exhaustive,
and for multinational firms, disclosures often cover
only French operations, thereby omitting a substan-
tial share of global emissions. Companies may
also provide an emissions breakdown by activity
in CDP, yet these disclosures remain highly het-
erogeneous in both quality and granularity. In our
sample, 46% of companies report at least one break-
down of Scope 1 or Scope 2 emissions by activity
in CDP, although only 39% report such a break-
down for both Scope 1 and Scope 2. Additionally,
19% of companies provide at least one breakdown

1https://bilans-ges.ademe.fr/bilans

of Scope 1 or Scope 2 emissions by facility. Over-
all, these decompositions are not standardized and
remain highly uneven in both quality and level of
detail.

More generally, available carbon inventories
are often insufficient for measure-level attribution.
Emissions are frequently aggregated by energy car-
rier (e.g., oil, natural gas, coal) or by broad opera-
tional categories (e.g., stationary vs. mobile com-
bustion), which do not align well with the bound-
aries of specific mitigation measures. As a result,
mapping measures to inventory items remains diffi-
cult.

F.4 Approximating the carbon inventory

Because detailed and standardized inventories are
rarely available, we experimented with approxi-
mating a more granular carbon inventory using
the revenue decomposition from RBICS data from
FactSet ($/activity) and carbon intensities from
the EPA2 (tCO2/$). Because the activities do not
have standardized name, we used GPT-5 to cre-
ate a mapping between the names of activities
from RBICS and those from EPA. We then sim-
ply compute the emissions per activities as a sim-
ple product E(activity) = revenue(activity) ∗
emission factor(activity). The goal was not to
produce a precise emissions inventory, but to test
whether such an approximation would make impact
estimation more feasible.

Figure 5: Scope 1 emissions estimated from carbon
intensities and activity decomposition, compared with
Trucost estimates, which we use as ground truth.

We compared the logarithm of our estimated
emissions to Trucost values and found that the

2https://catalog.data.gov/dataset/
useeio-v2-5-models

https://bilans-ges.ademe.fr/bilans
https://catalog.data.gov/dataset/useeio-v2-5-models
https://catalog.data.gov/dataset/useeio-v2-5-models


Label Description

Net-zero reduction The measure has the potential to remove all emissions from the activity (e.g.,
around 100% or more).

Significant reduction The measure has the potential to remove a large share of the activity’s emissions
(e.g., above 80%).

Important reduction The measure has the potential to remove a meaningful share of the activity’s
emissions (e.g., between 10% and 80%).

Some reduction The measure has the potential to remove a limited share of the activity’s emis-
sions (e.g., between 1% and 10%).

Marginal reduction The measure might remove only a very small share of the activity’s emissions
(e.g., above 0% but close to 0%).

Not impacted The measure will probably not affect this activity’s emissions (around 0%).

Table 18: Assessment labels used to estimate the impact of a measure on an activity’s emissions.

predictions are indeed correlated. However, some
sources of emissions cannot be adequately captured
through average carbon intensity values alone. In
practice, the model also tends to overestimate com-
pany carbon footprints. One possibility would be
to normalize the detailed estimates using reported
total emissions. Another is to adopt a conservative
view and treat missing detailed inventories as an
unfavorable signal for plan assessment.

F.5 Empirical evidence of infeasibility

Label All pairs Non-vague pairs

Important 6335 96
Some 2282 36
Not 1443 1049
Significant 1346 88
Marginal 1302 58
Net-zero 28 4

Table 19: Distribution of impact labels predicted by
GPT-5 for measure–activity pairs.

Using these activity decompositions, we experi-
mented with the estimation of the impact of mea-
sures on each activity. Using the list of activities
from RBICS for each company, we paired mitiga-
tion measures with company activities and asked
GPT-5 to assess the potential impact of each mea-
sure on the associated activity’s emissions. Be-
cause the activity decomposition is coarse and
large-scale, we used an ordinal set of labels rather
than a binary classification.

In addition to the labels in Table 18, we allowed
the model to assign a “vagueness” tag. This is nec-
essary because many CDP disclosures are highly
generic, for example: “We are implementing en-
ergy efficiency measures, electrifying our central-
ized facilities, reducing flaring and venting, and
managing methane across our operations.” State-
ments of this kind do not provide enough infor-
mation to assess their likely impact on a specific
emission source.

Across 12,843 measure–activity pairs, GPT-5
marked 89.5% as too vague to estimate reliably.
Among the remaining non-vague pairs, most were
classified as having no impact (78.8%). These re-
sults suggest that current transition plan disclosures
rarely contain enough detail to support quantitative
impact estimation, even when combined with an
approximate activity-based inventory. This conclu-
sion is consistent with preliminary human annota-
tion on this task, where annotators also reported
that the lack of specificity in both the measures and
the activity decomposition made impact estimation
largely infeasible.

Conclusion Both LLM-based and human annota-
tion indicate that current disclosures are generally
too vague to support reliable estimation of the im-
pact of individual measures on company emissions.
This is mainly due to two limitations: (1) the lack of
granular and standardized carbon inventories, and
(2) the lack of specificity in the reported mitigation
measures. Overall, this suggests that current CDP
disclosures are not sufficient to assess whether a
transition plan is quantitatively adequate to reach



its target.
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